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AbstractÑ Flow cor relation algor ithms compare flows to 
determine similar ity, and are especially useful and well studied 
for detecting flow chains through Òstepping stoneÓ hosts. M ost 
cor relation algor ithms use only one character istic and require all 
values in the cor relation matr ix (the cor relation value of all flows 
to all other flows) to be updated on every event. We have 
developed an algor ithm that tracks multiple (n) character istics 
per  flow, and requires updating only the flowÕs n values upon an 
event, not all the values for all the flows. The n cor relation values 
are used as coordinates for a point in n-space; two flows are 
considered correlated if there is a very small Euclidean distance 
between them. Our results show that this algor ithm is efficient in 
space and compute time, is resilient against anomalies in the flow, 
and has uses outside of stepping stone detection. 

Keywords-correlation algorithms; flow correlation; stepping 
stone detection 

I.  INTRODUCTION 
One way to hide the source of an attack is by chaining 

together multiple connections into an extended connection. 
This is typically done by logging into a remote host, then from 
there logging into a third and fourth and so on until, at the final 
host, an attack is launched. These intermediate hosts are called 
stepping stones. Without a presence on each host in the chain, 
it is impossible to directly associate each of the flows 
comprising the stepping stone chain, so researchers have been 
developing stepping stone detection algorithms that indirectly 
associate flows by looking for correlated features in the flows. 
Typically stepping stone detection algorithms look for similar 
content or event timing, and produce a correlation score for any 
pair of flows. A flow pair with a score above a certain 
threshold is considered correlated and, therefore, is likely a 
stepping stone pair. 

There are two troubling aspects to current stepping stone 
detection algorithms. First, they usually focus on only one 
feature of a flow, such as similar content, similar packet arrival 
times, or similar burst times. Correlation algorithms rarely 
attempt to compare multiple flow features at the same time. 

The second troubling aspect is the amount of computation 
required. Most stepping stone detection algorithms build 
evidence for correlation over time by maintaining a matrix of 

all flows under consideration, and updating the pair-wise 
correlation scores every time there is a event. For example, if 
there are N flows, then there are N2–N scores to maintain 
(subtract the diagonal, because a flow cannot correlate with 
itself). When an event occurs on one flow, the scores of all N–1 
other flows must be updated to reflect the effect of that event. 
This means that the number of matrix updates is: 

 

!  

N " 1( ) Ei
i=1..N

#  (1) 

where Ei is the number of events on flow i. 

In this paper, we present a flow correlation algorithm that 
addresses both of these concerns. Furthermore, the algorithm 
provides a framework for detecting flows that are correlate for 
reasons other than being part of a stepping stone chain. 

II. FLOW CORRELATION 
Two flows are said to be correlated when they exhibit one 

or more common properties. In general, there are three reasons 
that two flows exhibit common properties: 

¥ They are the product of similar applications, such as 
those applications that transfer bulk data as quickly as 
possible 

¥ • There is one transmitter and multiple receivers, such 
as in multicast, where one message is transmitted to 
many receivers 

¥ • There is a causal relationship, such as in remote logins 
or proxies, where an event on one flow causes an event 
to occur on another flow 

The first reason is a product of the nature of network 
protocols. For example, TCP behaves the same no matter what 
application is driving it. If two applications present large files 
for transfer, there is little at the packet level to distinguish the 
traffic outside of the addressing information. 

The second reason for correlation happens because the 
same data is being sent to different receivers, so naturally the 
set of flows will show similar characteristics. Interestingly, 
botnets that use IRC for the command and control channel 
essentially set up multicasts out of a series of replicated unicast 
connections. 

This material is based upon work supported by the United States Air 
Force under Contract Number FA8750-05-C-0252.. The content of the 
information does not necessarily reflect the position or the policy of the US 
Government, and no official endorsement should be inferred. 



The third correlation reason speaks directly to the stepping 
stone detection problem, and is the motivation for this paper. 

No matter the reason for correlation, any algorithm that sets 
out to determine which pairs of flow are correlated must begin 
with this question: What is a sufficient description scheme for 
flows so that the algorithm can determine if two flows are 
correlated under a particular meaning of correlation. 

A. Flow Description 
A flow is defined as a set of packets that belong to the same 

instance of communication between an application at a source 
host, and an application at a destination host. The most 
common way to identify a particular TCP or UDP flow is using 
a 5-tuple of values from the packets' layer 3 and 4 headers: the 
source and destination IP addresses, the source and destination 
port numbers, and the protocol identifier number. These five 
values definitively identify a particular instance of 
communication between a source host application and 
destination host application. 

It is one thing to uniquely identify the flow; it is something 
all together different to uniquely describe a flow. Describing an 
object allows that object to be compared and contrasted with 
other objects. The same is true for flows. Choosing a certain set 
of characteristics and quantizing those characteristics provides 
one means of capturing describable aspects of the flow for 
comparison with other flows. 

Certainly a flow can be completely described using a full 
packet trace, as one might get from a tool such as tcpdump. 
Such a trace lists when each packet event occurred, what was 
inside the packet’s header, and what data each packet was 
carrying. Since a flow can be arbitrarily long, a packet trace 
can be arbitrarily long. 

Packet trace files are a complete description, but they are 
not a compact one. It may be sufficient to extract and 
efficiently express a set of flow characteristics as a proxy for 
the full flow description. 

B. Flow Characteristics 
Flow characteristics fall into two catagories: static 

characteristics that do not change over the lifetime of the flow, 
and dynamic characteristics that vary as the flow progresses 
through time. The so-called immutable information kept in the 
IP and TCP/UDP headers of a packet is a good source of static 
characteristics. These include the values that form the flow 
identification 5-tuple—source and destination IP address, 
source and destination port numbers, and protocol. Flow start 
and stop times, and the flow’s duration, are examples of static 
charactertics that are not carried in the packet. 

Dynamic characteristics can also be drawn from the packet 
header and payload information, such as packet size values, 
flow control window settings, IPid values, protocol flag 
settings, and application data. Looking outside of the packet, 
dynamic characteristics include packet arrival and departure 
times. Further dynamic characteristics can be derived, such as 
throughput (amount of data transferred divided by the transfer 
duration), and burst times (groupings of packet arrivals or 
departures that are close in time). 

Among the common dynamic flow characteristics that are 
easily expressed as a time series are: 

¥ Packet event times 
¥ Packet inter-arrival times 
¥ Inter-burst times 
¥ Bytes per packet 
¥ Cumulative bytes per packet 
¥ Bytes per burst 
¥ Periodic throughput samples 

C. Flow Correlation Algorithms 
Correlation algorithms compare connections to see if they 

might be stepping stones. Since traffic is often encrypted, these 
algorithms usually compare connections based on some 
characteristic other than packet content. Most correlation 
algorithms use only a single characteristic to describe packet 
flows. For example, an algorithm might describe a flow based 
on its packet inter-arrival times. Whatever the characteristic 
may be, it is chosen so that it can be used to identify related 
connections. These algorithms use the characteristic values as 
inputs into one or more functions that compare flows. The 
comparison function(s) create a metric used to decide if the 
flows are correlated. If the correlation between two flows is 
strong enough, one might decide that the flows are a stepping 
stone pair. Often, this decision is made by comparing the 
metric to a threshold. 

Zhang and Paxon [1] describe a stepping stone detection 
method based on comparing the end times of “off periods,” or 
idle times, in two data streams. The characteristics they focus 
on is the timing of the edge of bursts. Yoda and Etoh [2] 
describe an algorithm based on the difference between the 
average propagation delay and the minimum propagation delay 
between the two connections. Their flow characteristic is the 
round-trip time. Wang et al. [3] present a stepping stone 
identification scheme that uses similarity function over a vector 
of inter-packet delay measures (their flow characteristic) 
between two packet streams. 

The aim of some approaches is to assert guaranteed false 
positive and negative rates under delay and chaff perturbations. 
Blum et al. [4] designed a stepping stone detection algorithm 
based on the deviation in the number of packets in each 
connection. Zhang et al. [5] propose three schemes that match 
packets from one flow to packets in a second flow to detect 
stepping stone connections. Both Blum and Zhang use packet 
counts as the flow characteristic. He and Tong [6] propose four 
packet counting (their flow characteristic) strategies—two 
algorithms based on bounded memory or bounded delay 
perturbation and chaff, and two algorithms that handle timing 
perturbation and chaff insertion simultaneously. 

Strayer et al. (2003) [7] and (2005) [8] proposed a 
correlation algorithm that examines the causal relationship 
between packet events based on the assumption that, because 
networks attempt to operate efficiently, the likelihood of a 
transmission on one connection being a response to a prior 
receipt on another generally decreases as the elapsed time 
between them increases. Packet arrival time is the flow 
characteristic maintained here. 



Donoho et al. [9] use character counts at different time 
scales, along with an assumption that there is a “maximum 
delay tolerance” to produce theoretical limits on the ability of 
attackers to disguise their traffic for sufficiently long 
connections. 

Each of these techniques creates a time series of a certain 
flow characteristic and uses it to compare flow pairs. This 
implies a pairwise comparison over each value of the time 
series, as given in (1). It also means that the stepping stone 
detection algorithms rely heavily on the accuracy of one series 
of flow characteristic values. 

III. MULTI-DIMENSIONAL FLOW CORRELATION 
In constructing a new flow correlation algorithm, our first 

aim is to increase robustness by including more than one flow 
characteristic for comparison. Our second aim is to record the 
time series of the values of these characteristics more 
efficiently and eliminate the need for maintaining a full 
correlation matrix over all time. Let’s look at the second aim 
first. 

Time series are arbitrarily long time-value pairs that are not 
easy to manipulate. Statistical measures over the time series, 
however, attempt to describe the shape of the data in a finite 
space, and are much easier to manage. Taking the average, for 
example, describes an arbitrarily long series of values in one 
value, but at the loss of a lot of fidelity. Taking the second 
moment, the variance, returns some of that fidelity by 
describing how different the values are from each other. 
Further moments describe the peakedness of the data (kurtosis) 
and the symmetry of the peaks (skew). 

A nice aspect of using moments is that they can be 
estimated on the fly, and any new event causes the 
recalculation of the moments for that flow only. So a 
characteristic of a flow—say packet sizes—can be described by 
a small vector of statistical moments of that characteristic. This 
satisfies the first part of the second aim for an efficient 
recording of the value for the flow characteristic. 

If a single characteristic for a flow can be described using a 
small vector, then why not widen the vector to include 
statistical moments for other flow characteristics? Doing this 
would satisfy the first aim of including multiple characteristics 
in a flow correlation algorithm, but it doesn’t suggest how to 
combine the multiple characteristics into a single comparison. 

Our answer is to treat each flow’s description vector as a 
point in n-space, where n is the cardinality of the vector, and 
apply a distance calculation as a measure correlation, where 
nearness indicates closer correlation. The distance does not 
have to be maintained for all flow pairs over all time, but 
calculated only when the correlation question is raised. This 
satisfies the second part of aim two. 

Expressing a time series as a set of moments loses fidelity, 
which means that some unrelated flows with different time 
series of values over a particular characteristic might 
accidentally have the same moments over that time series. This 
is a matter of entropy; if there isn’t enough descriptive power 
in the vector, the flows cannot be adequately distinguished one 

flow from another, and false positives will occur. In general, 
increased entropy allows increased distinction. Our hypothesis 
is that, by adding more characteristics, the entropy is raised, 
mitigating the loss of fidelity of reducing any one characteristic 
to a vector of moments. 

A. Determing the Characteristics 
We have been abstractly discussing the use of multiple flow 

characteristics in a flow correlation algorithm, but determining 
which characteristics are most useful is the subject of studies 
and experiments, so we will continue to be abstract and address 
the set in Section IV.A. However, there are some useful 
features in a flow characteristic that might make one better 
suited than another. 

First, the characteristic should be dynamic and expressed as 
a time series. Samples of the moments of a dynamic data set 
are themselves dynamic. Two flows that share this dynamic 
nature of the moments are likely to be correlated. If the 
moments remain static, then two uncorrelated flows with the 
same values will always show as a false positive. 

Next, the characteristic should measure something about 
the flow that is imposed externally, not by the communications 
protocol. Since TCP/IP is probably the common transport, then 
characteristics imposed by TCP or IP will likely not 
discriminate between flows. Packet size is an example of a bad 
characteristic when the application gives TCP/IP a very large 
amount of data to send, but it is a good one when the 
application offers small amounts of data. Packet inter-arrival 
times and packet inter-burst times are similar. 

Finally, for practical purposes, the characteristic should be 
easily measured. Throughput, for example, requires 
maintaining an amount of data seen over a window of time, 
while packet arrival times require no history. 

B. Estimating the Moments 
Since the time series values are arbitrarily long, and the 

packets are arriving in real time, we need to calculate the 
moments as a running estimate. The estimated weighted 
moving average (EWMA) is a convenient way to estimate an 
average while weighting the influence of the past. The formula 
is: 

 

!  

EWMA=" (val) + (1#" )(oldEWMA)  (2) 

We set !  at 0.75 to emphasis new events while maintaining the 
smoothing effect of old events. The second moment, variance, 
is estimated in a similar fashion: 

 

!  

VAR=" (|val# EWMA|)+ (1#" )(oldVAR) (3) 

We do not use higher moments. 

C. Calculating the Distance 
We treat a flow’s vector of characteristics as a point in n-

space, and use a distance measure to determine correlation 
based on closeness. But values from different characteristics, 



and from different moments within each characteristic, have 
magnitudes that must be normalized before they can be used, 
otherwise characteristics with large values will artificially 
outweigh characteristics with smaller values. Further, some 
characteristics can have unbounded values. 

Rather than normalize values and then use them to find the 
distance, it is better to normalize the difference. This way we 
maintain the natural meaning of the difference of v1 and v2, 
then fit that into a 0-to-1 scale. 

One common difference normalizer is the exponential 
function 1–e-" (|v1-v2|), where "  is a weighting factor to determine 
how steeply the asymptote rises to 1. However, assuming each 
characteristic is independent, then each requires a different " . If 
"  is set incorrectly, there will be too much or too little 
distinction between values of v1-v2. 

In order to avoid estimating " s, we use the normalizing 
function norm_diff = (|v1-v2|)/(v1+v2), as shown in Figure 1, 
where v1 is set to 5. As v2 approaches 5 from below, the 
normalized difference drops off nearly linearly. As v2 grows 
larger than 5, the normalized difference grows asymptotically 
to 1. This normalizer is self-weighting and does not require 
special values such as " . 

The distance between two flows is calculated using the 
Eucledian formula of taking the square root of the sum of the 
squares of the differences: 

 

!  

dist = (norm_diff i )
2

i=1..n

"  (4) 

where n is the number of values in the flow characteristics 
vector, and norm_diffi is the normalized difference of the ith 
value in the vector. Since each vector element difference is 
normalized to 1, the maximum distance is #n. 

IV. EXPERIMENTAL RESULTS 
We constructed an implementation of the flow correlation 

algorithm with flexibility to include or exclude various flow 
characteristics, and then fed the algorithm large traffic traces 
containing stepping stone pairs to determine the algorithm’s 
effectiveness. 

As part of a research project, the SPARTA Corporation 
collected a large dataset of packet traces. Most of the data in 
the dataset represent WAN traffic from a Purdue University 
backbone router. The traces were collected eight times per day 
from February 2nd to April 24th, 2006. Each trace is actually 
comprises several trace files. One trace is taken at a router 
within the SPARTA network, another at the Purdue NLANR 
router, another at a router within the Purdue network, and the 
last at a “target” router within the SPARTA network. Each of 
the trace files contains roughly the same 90 seconds of data. 

 

Figure 1.  Normalized Difference Function (|v-5|)/(v+5) 
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For each trace, the SPARTA stepping stone initiator created 
a single stepping stone connection originating in the SPARTA 
network, connecting through the Purdue University routers, and 
terminating after traveling through the target router within the 
SPARTA network. Stepping stone connections were created 
using ssh: A remote login is established from an “attacker” host 
to the stepping stone host, then another remote login is 
established from that stepping stone host to a third “victim” 
host. 

A stepping stone connection creates four separate flows, as 
shown in Figure 2, two in the forward direction (toward the 
victim), and two in the reverse direction. We assume that an 
intrusion detection system has detected the attack flow into the 
victim. Using this attack flow as the query flow, the job of the 
correlation algorithm is to find the corresponding forward flow. 
Since we know this flow by ground truth, we call this the target 
flow. 

A. Selecting Flow Characteristics 
Our flow correlation algorithm is really a framework within 

which multiple flow characteristics can be compared, so one of 
the decisions, or inputs, into the algorithm is a list of which 

characteristics should be included. We ran two studies to gain 
insight into the contribution of individual characteristics. 

The first study used principal component analysis (PCA) to 
determine which components were most important. PCA is a 
linear transformation that takes dataset from one coordinate 
system into another such that the greatest variance by any 
projection of the data comes to lie on the first coordinate 
(called the first principal), the second greatest on the second 
coordinate, and so on. This essentially ranks the components by 
importance. 

In our case, the goal of the PCA evaluation of is to 
determine those characteristics that contribute the most 
variance for all flows, and those characteristics that contribute 
the least variance for correlated flows. Ideally, those 
characteristics would overlap: Metrics that contribute a lot of 
variance for all flows, but not so much for correlated flows, are 
better suited for use in identifying correlated flows. 

Figure 3 shows the graphs show the first eigenvector from 
two correlated flows overlaid on the first eigenvector from all 
flows. It shows the first eigenvector for all the flows in the 
traffic trace (first bar), and the first eigenvector for a correlated 
flow pair (second bar). The first eigenvector accounts for 
roughly 80-90% of the variance for all flows, and about 50% of 
the variance for correlated flows. 

These results are quite interesting. The characteristics that 
best distinguish all flows are not factors that distinguish a pair 
of correlated flows (see especially inter-arrival time statistics, 
inter-burst time statistics, and bytes per packet statistics). 
Cumulative bytes, cumulative packets, and throughput statistics 
do not contribute to distinguishing flows. 

 
Figure 2.  Target and Query Flows 

 
Figure 3. Principal Component Analysis of Flow Characteristics 



Next, we gathered ran the flow correlation algorithm over 
the SPARTA dataset, isolating individual characteristics and 
groupings of the characteristics to confirm the PCA results. 
Table I shows the results of a trace, or run, with samples taken 
at six random times (listed as timestamps across the top of the 
table). First, we ran the algorithm using each characteristic 
individually—the latest activity time, and the value, EWMA, 
and variance of the inter-arrival time, the inter-burst time, and 
the number of bytes per packet. Then we constructed statistics 
groupings, using all of the statistics for inter-arrival time, inter-
burst time, or bytes per packet. Then we constructed exclusive 
groupings, using statistics groups of all but one of latest 
activity time, inter-arrival time, inter-burst time, or bytes per 
packet. Then we ran the algorithm with all characteristics. 

The first column in Table I lists the characteristics of 
interest. The Latest Activity is the time of the latest packet 
event on that flow. The inter-arrival time (IAT) is the 
difference between two consecutive packet arrivals. The inter-
burst time (IBT) is the time between bursts of packets as used 
in Zhang and Paxson’s algorithm [1]. The bytes-per-packet 
(BPP) measures the packet size. For these three characteristics, 
the straight value, the average (EWMA), and the variance are 
computed. 

The values in the table are the rank of the distance the target 
flow is from the query flow among the sorted distances of all 
flows from the query flow. A blank entry means that the rank 
was greater than 100. Notice that the individual characteristics 
alone are not good discriminators, but the inter-arrival and 
inter-burst time statistics groupings works well (as expected 
from the PCA results). Better still are the exclusive groupings. 
The best results, however, are gathered by using all groupings. 

B. Latching 
We selected ten traces from the collection, applied our 

algorithm, and took samples of the distances from the query 
flow to all other active flows about every second for just over a 
minute. We examined each run to see how long the algorithm 
took to “latch,” that is, for the distance to the correct target 
flow to become the least among all other flows. We also 
determined the stability of the latch by counting the number of 
times the target flow failed to be the nearest. 

Table II shows the results. The first column is the run 
number. We ran 10 different stepping stone experiments. The 
second column is the latch time in seconds, and the third is the 
percentage of incorrect correlations over the run. The last two 
columns show the number of flows examined by the time the 
run started and by the time it finished. Since the traces were 
taken at a backbone router, the number of flows available to 
examine is quite large. 

Most runs latched within several seconds, six within one 
second, but two took more than 10. These two had trouble 
latching at the start, but once latched, remained quite stable. 
Two other runs, numbers 4 and 5, latched quickly but had 
trouble remaining stable. Even so, the majority of the samples 
for those two runs (over 75%) were correct. Notice, too, that 
the number of examined flows increases from the start to the 
end of the detection period. This is because the algorithm is 
detecting new (and quiescent old) flows as it runs, and does not 
expel old flows until after a long timeout. It is worth noting that 
the algorithm latched onto the target flow even after examining 
an average of over 103,000 flows. 

Figure 4 illustrates how run 10 latched by graphing both the 
rank of the target flow and the distance from the query flow to 
the target flow over time. The rank is what position the target 
flow is among all flows when distance to the query flow is 
sorted in increasing order. The target flow takes about 14 
seconds to settle into being the top ranked (closest) flow to the 
query flow, and then stays there. The second line shows the 
distance stabilizing to just over 0.4 and remaining so, which 
puts the target flow nearest among the tens of thousands of 
other flows to the query flow. 

V. DISCUSSION 
The flow correlation algorithm presented here provides a 

framework for including multiple flow characteristics in the 
comparison. It is a framework because the algorithm itself does 
not rely on any particular flow characteristic or group of flow 
characteristics, but rather allows the inclusion of any or all. 
This is useful for two reasons. First, the framework makes it 
easy to study the effects of including different flow 
characteristics, as we have shown in Table I. Second, the 
framework facilitates using different groupings of 
characteristics for different circumstances. It would be a 
gratifying result to say that we have discovered a grouping of 
characteristics that have universal utility, but it would be 

TABLE II. LATCHING TO CORRECT FLOW 

Start End

1 19 1.67% 18,180 132,036
2 2 2.70% 15,310 117,441
3 0 2.56% 15,851 71,875
4 0 22.06% 21,147 100,578
5 1 24.64% 10,386 81,055
6 3 1.39% 9,291 81,370
7 1 2.78% 33,726 137,151
8 0 1.27% 34,251 125,983
9 8 2.08% 52,113 117,019

10 14 0.00% 36,390 72,819

Ave 4.8 6.22% 24,665 103,733

Run
Latch 
Time 
(sec)

Incorrect 
After 
Latch

Number of Examined 
Flows

 

TABLE I. RANK OF TARGET FLOW AMONG ALL FLOWS BY FLOW 
CHARACTERISTICS 

9:16:55 9:17:06 9:17:28 9:17:39 9:17:50 9:18:01
Latest Activity 13 43 21 35

IAT Value 2 4 18 1

IAT EWMA 3 89 73 12 2 3

IAT Variance 1 75 60 24 2

IBT Value 18 6 3 9

IBT EWMA 8 13 12 4

IBT Variance 9 37 55 8

BPP Value
BPP EWMA
BPP Variance 1 1 1 1 1 1

IAT Group 1 2 1 1 1 1

IBT Group 1 3 1 1

BPP Group 5 1 1 1 1 1

No Latest 28 1 1 1 1 1

No IAT 1 1 1 1 1

No IBT 1 1 1 1 1 1

No BPP 93 15 1 1 1 1

All 1 1 1 1 1 1  



wrong. In particular, it is unclear how the group of flow 
characteristics presented here handles chaff and jitter. 

We did, however, show what we set out to show, that we 
could construct an algorithm that is efficient in computation 
and space, and that the algorithm could effectively use multiple 
flow characteristics. There is no need for a correlation matrix; a 
small vector of values is maintained for each flow and only one 
flow’s vector is updated when an event occurs on that flow. 
This reduces the overall computation by a factor of N–1, from 
the formula show in (1), to: 

 

!  

Ei
i=1..N

"  (5) 

where N is the total number of flows, and Ei are the number 
of events on flow i. The space reduction is from N$N (the 
correlation matrix) to N$n (N flows represented by vector of 
cardinality n). 

The benefit gained by using multiple flow characteristics is 
the resilience against relying on any one characteristic. 
Consider packet sizes. If the packets bunch up at a stepping 
stone host, and the application smartly coalesces the contents of 
several incoming packets into one outgoing packet, then the 
correlating on packet sizes falls apart. Relying on packet event 
timing also suffers when packets are coalesced because there 
isn’t a one-to-one match of packet events. Using multiple 
characteristics reduces the effect of any one of them failing. In 

fact, as we see in Table I, the algorithm works better when 
more characteristics are included. 

Table I also gives some insight into which characteristics 
worked particularly well, and which didn’t. The principal 
component analysis predicted that inter-arrival times and inter-
burst times would contribute well to the entropy of the flows, 
as would bytes per packet, but that throughput would not. We 
actually tried to include throughput as a characteristic, and 
indeed we found it had adverse effects. 

The value, EWMA, and variance of inter-arrival times, 
inter-burst times, and bytes per packet showed little individual 
contribution, but when each was taken as a statistical group, 
each showed strength. This means that the flow characteristic 
value alone did not show enough entropy (as we suspected, due 
to loss of fidelity), but adding in the first and second moments 
regained fidelity (and thus entropy). (It is odd that the bytes per 
packet variance alone seems to be a strong component while 
neither the BPP value nor the BPP EWMA were in the top 100. 
We have no ready explanation.) 

While discussing the moments of the flow characteristics, it 
is worth noting the effect of the moment estimators. Using an 
exponentially weighted moving average further smoothes 
anomalies in the traffic both by including a historical 
component, and by quickly diminishing that historical 
component if it gets poisoned by the anomaly. Looking at 
Table II, recall that some runs had trouble stabilizing. In fact, 
inspection of the results showed that the algorithm would latch 
for 10 or more seconds, then lose latch briefly, then regain it. 

 
Figure 4. Graph of Target Flow Rank and Distance from Query Flow 



Flow correlation, we observed, can happen for one of three 
basic reasons, and we have discussed at length the third one—
flow causality. We had the opportunity under another project to 
explore the use of this multi-dimensional flow correlation 
algorithm in a multicast situation, specifically, detecting botnet 
command and control channels. The results of that study are 
given in Strayer et al. (2006) [10]; it shows that the algorithm, 
using a different configuration of flow characteristics (and a 
different normalizing function) successfully detected a cluster 
of flows used by a botnet to control the zombie hosts. And 
while a thorough study has yet to be done, we are optimistic 
that the multi-dimensional flow correlation algorithm presented 
here will also be useful in grouping flows into equivalence 
classes based on similar applications. 
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